
1 Time-Dependent PDEs

Unsteady phenomena pervade science and engineering applications. Turbines, piston engines, blood
flow, and wave motion are just a few of the systems that are intrinsically time-dependent. We also
have systems where unsteadiness emerges even if the boundary conditions are time-independent.
Turbulence is a classic example—the boundary conditions and forcing can be steady but instabilities
in the (nonlinear) balance of forces can result in unsteady and even chaotic behavior. In the
following sections, we’ll examine the temporal behavior of some partial differential equations and
their discrete counterparts in order to understand the behavior of time advancement strategies.

To illustrate some of the basic issues, we begin with the 1-D heat equation,

∂u

∂t
= ν

∂2u

∂x2
, (1)

with initial and boundary conditions,

I.C. u(x, t = 0) = u0(x), (2)

B.C. u(x = 0, t) = u(x = 1, t) = 0.

Using an m-point finite difference discretization in space, the (semi-)discrete analog of (1) is

du

dt
= −νAu, u(t = 0) = u0, (3)

with u = (u1, u2, . . . , um)T being the vector of unknowns on a uniformly spaced grid, xj = j h,
h = 1/(m + 1), and Au representing the standard 2nd-order finite difference approximation. In
expanded form, (3) reads
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We see that each value of d
dtuj(t) is dependent on its own current value and that of its neighbors,

d

dt
uj(t) = − ν

∆x2
(uj+1 − 2uj + uj−1) . (5)

Equations of the form (3)–(5) are referred to as a system of ordinary differential equations (ODEs).
In this case, the ODEs are initial value problems because we have one initial condition which we
use as the starting point to oberseve the evolution of u(t).

In this section we will develop time marching methods that allow us to compute approximations
to u(t) at specific time points, t0, t1, . . . tn, . . . . Typically, we will consider a uniform timestep size
∆t such that tn = n∆t. The simplest timestepping formula is given by the Euler forward (EF)
scheme, which is based on a first-order approximation at time tn−1,

du

dt

∣∣∣∣
tn−1

=
un − un−1

∆t
+O(∆t) = −νAu|tn−1 . (6)

Dropping the O(∆t) residual and rearranging, one obtains the EF update,

un = un−1 −∆tνAun−1. (7)



We make several remarks concerning (35). First, EF can also be viewed as an approximation
to the integral associated with (3),

un = un−1 −
∫ tn

tn−1

νAu(t) dt (8)

≈ un−1 − ∆tνAu|tn−1 , (9)

where the integrand has been approximated as a constant (a polynomial of degree 0) over the
interval [tn−1, tn]. Approximation of integrals (by higher-order polynomials) is a common approach
to generating timesteppers. Runge-Kutta methods, the trapezoidal (Crank-Nicolson) rule, and
Adams-Bashforth methods are all based on this approach. Second, (35) reveals the classic form
that un is nothing other than the old value, un−1, plus an O(∆t) correction. In the limit that
∆t −→ 0, one should expect that un is always a small perturbation from un−1 and any code
attempting to implement Euler forard (or any other) timestepping should demonstrate such a
behavior. (A counter-example, however, is if the system has a constraint to be satisfied at each
timestep, as is the case with the incompressible Navier-Stokes equations.) Third, recall that A is
symmetric positive definite, with positive real eigenvalues. We thus expect (3) and (35) to lead to
a decay in the amplitude of the basis coefficients (for sufficiently long times).

The following Matlab code illustrates application of EF for the heat equation (1), (3). The
central kernel is the matrix-vector product, u = Gu, which repeatedly applies the Euler forward
evolution matrix, G := I − ν∆tA. The principle attraction of Euler forward and other explicit
methods is that G is sparse, so the cost is O(m) per iteration for m gridpoints in any number of
space dimensions. That is, there is no fill associated with matrix factorization.

%

% HEAT EQUATION, u_t = nu u_xx, USING m-POINT FINITE DIFFERENCE AND E.F.

%

for m=30:31; % Usage: m=20; heat_ef

dt = 0.010; T = 1.0; nstep = ceil(T/dt); dt=T/nstep;

dx = 1./(m+1); x = dx*(1:m)’; xb = [0; x; 1];

e = ones(m,1); A = spdiags([-e 2*e -e],-1:1, m,m);

A = A/(dx*dx);

nu = .05;

I = speye(m);

G = I - dt*nu*A; % Euler forward evolution matrix

v=-dt*nu*eig(full(A));

u0=sin(pi*x).*(1+sin(pi*x)+0.7*sin(pi./(1.1-x))); u=u0;

% PLOT AXIS and Initial Condition:

ub=[0;u;0]; hold off; plot(xb,ub,’k-’,[0 1],[0 0],’k-’); hold on;

axis([0 1 -.1 2.5]); axis square;

xlabel(’-- x --’,’FontSize’,14); ylabel(’u(x,t)’,’FontSize’,14);

for k=1:nstep; time=k*dt; if mod(k,20)==0; ub=[0;u;0]; plot(xb,ub,’r-’); ;end;

u = G*u; % Euler Forward

end;



%%%%%%%%%%%%%%%%%%%%%%%%%% PLOT RESULTS %%%%%%%%%%%%%%%%%%%%%%%%%%

if m==30;

title(’u_t=\nu u_{xx} on [0,1], \nu=.05, EF w/ finite difference, m=30’,’FontSize’,12);

print -depsc ’heat_m30.eps’; end;

if m==31;

title(’u_t=\nu u_{xx} on [0,1], \nu=.05, EF w/ finite difference, m=31’,’FontSize’,12);

print -depsc ’heat_m31.eps’; end;

th=0:1000; th=2*pi*th’/1000; x=cos(th)-1; y=sin(th);

hold off

if m==30; %%%% PLOT EIGENVALUES and STABILITY REGION %%%%

plot(x,y,’k-’,real(v),imag(v),’rx’,[-3 1],[0 0],’k-’,[0 0],[-2 2],’k-’)

axis square; xlabel(’Re( \lambda \Deltat )’,’FontSize’,14);

ylabel(’Im( \lambda \Deltat )’,’FontSize’,14);

title(’\lambda \Deltat for A_{30} and EF Stability Region’,’FontSize’,12)

text(-1.3,0.2,’Stable’,’FontSize’,18); text(-2.3,1.3,’Unstable’,’FontSize’,18);

print -depsc ’eig_m30.eps’; end;

if m==31;

plot(x,y,’k-’,real(v),imag(v),’rx’,[-3 1],[0 0],’k-’,[0 0],[-2 2],’k-’)

axis square; xlabel(’Re( \lambda \Deltat )’,’FontSize’,14);

ylabel(’Im( \lambda \Deltat )’,’FontSize’,14);

title(’\lambda \Deltat for A_{31} and EF Stability Region’,’FontSize’,12)

text(-1.3,0.2,’Stable’,’FontSize’,18); text(-2.3,1.3,’Unstable’,’FontSize’,18);

print -depsc ’eig_m31.eps’; end;

end;

The output of this code is illustrated in Fig. 1, which shows the solution at t = 0, .05, .10, .15,
. . . on t = [0, 1] for m=30 (left) and 31 (right). For m=30, the solution behaves as expected. The
homogeneous unsteady heat (or diffusion) equation acts like a smoother. Portions of the solution
with negative curvature (uxx < 0) move down; portions with positive curvature move up. The
sharper the curvature, the more rapid the motion. At the end, only one smooth slowly decaying
mode remains. For m=31, however, we observe a “2-∆x” wave that is growing with time. This
mode, the highest frequency wave that can be represented on the grid, exhibits exponential growth
and if the computation were continued the solution would rapidly grow to a magnitude beyond the
maximum value representable in 64-bit floating point arithmetic.
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Figure 1: Initial condition (black) and solution (red) of (3) with ν=.05 using Euler forward timestep-
ping with ∆t=.01 and 2nd-order finite differences in space with grid spacing h = 1/(m + 1) for
(right) m=30 and (left) m=31.

To summarize, Euler forward is attractive because it is straightforward and easy to code. It
is also inexpensive to apply because G is sparse (in any space dimension). However, as might be
expected, it is only first-order accurate in time and it also exhibits an instability that is sensitive
to the underlying discretization parameters, ∆x and ∆t. In the following sections we explore
alternative timestepping strategies and seek to understand the stability and accuracy considerations.
We begin with the question of stability in the context of Euler forward.

1.1 Modal Stability Analysis

In the preceding example, both solutions evolved to a single dominant mode, which is associated
with the largest (in modulus) eigenvalue of G. To see this, consider the following modal decompo-
sition of the initial condition,

u0 =

m∑
k=1

û0
k sk, (10)

where sk is the kth eigenvector of G and assumed to satisfy Gsk = µksk with associated eigenvalue
µk. Assume that µm is the eigenvalue of maximum modulus (i.e., |µm| > |µj |, j 6= m). Because G

is symmetric, the eigenvalues are real and there exist m orthogonal eigenvectors such that sTi sj = 0
for i 6= j. As such, any vector in lRm admits a decomposition of the form (10). We refer to the
set of coefficients {û0

k} as the spectrum of the initial condition u0. Here, we assume that all of the
coefficients û0

k are nonzero. Even in cases where some coefficients are initially zero, the effect of
round-off in the timestepping process tends to inject noise such that the solution invariably has a
nontrivial contribution from each eigenmode.



After n rounds of the Euler forward iteration, we find

un = Gnu0 (11)

= Gn

(
m∑
k=1

û0
k sk

)
(12)

=

(
m∑
k=1

û0
kG

nsk

)
(13)

=

(
m∑
k=1

û0
k µ

n
k sk

)
(14)

= µnm

[
û0
m sm +

m−1∑
k=1

û0
k

(
µk
µm

)n
sk

]
. (15)

The final expression points to the behavior observed after several timesteps,

un ∼ µnmû
0
msm. (16)

This asymptotic behavior emerges because
∣∣∣ µkµm ∣∣∣ < 1 for k < m and the remainder in (15) goes to

zero as n −→ ∞. From (16), it is clear that we will have a growing, unstable, solution if |µm| > 1
and a decaying, stable, solution if |µm| < 1. If |µm| = 1 we say the solution is neutrally stable.

The growth factors µk = µk(G) derive from two components, the eigenvalues of A and the
design of our timestepper. It is convenient to decouple these contributions by considering a generic
system of ODEs,

du

dt
= Lu, u(t = 0) = u0. (17)

(In our present example, L = −νA.) Euler forward timestepping yields

un = Gun−1 = (I + ∆tL)un−1. (18)

If λ = λ(L) is an eigenvalue of L then µ = (1+∆tλ) is an eigenvalue of G. The stability requirement
|µ| ≤ 1 translates into a constraint on λ, namely,

|1 + λ∆t| ≤ 1. (19)

In the complex λ∆t plane, (19) constitutes a disk of radius 1 centered at (-1,0i). Values of λ∆t
within this disk correspond to stable modes. Values outside are correspond to unstable modes. For
a scheme to be stable, (19) must be satisfied for all modes.

In Fig. 2, we plot the Euler Forward stability region given by (19), along with the scaled
eigenvalues, ∆tλ(L), for the m=30 and 31 point discretizations corresponding to the stable and
unstable results of Fig. 1. We see that the eigenvalues for m=31 are indeed outside the stability
region. In the next section, we’ll analyze the spectrum of L = −νA to understand how these
eigenvalues relate to the finite difference discretzation for uxx.

We refer to (1 + λ∆t) as the growth factor, γ, associated with Euler forward timestepping. It
is the multiplier that results if we apply Euler forward to the scalar ODE,

du

dt
= λu, u(t = 0) = u0. (20)
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Figure 2: Stability region for Euler forward timestepping and the scaled eigenvalues, ∆tλ for
L = −νA with ν = .05 and A the m-point 2nd-order finite difference approximation to −uxx: (left)
m=30, (right) m=31.

Euler forward yields

un = γun−1, g := (1 + λ∆t), (21)

and stability requires |g(λ∆t)| ≤ 1, which is a generalization of the system requirement, |g(λk∆t)| ≤
1, for k = 1, . . . ,m. It is easier to work with scalar systems (20), so this is the preferred approach
in developing timesteppers.

1.2 Interaction of Eigenvalues and Timesteppers

We will close this introductory section with another example. Before doing so, however, we remark
on the general procedure and structure of timesteppers for partial differential equations. The
eigenvalues, λk are determined by the physics of the problem and by the spatial discretization. The
growth factor, γ = γ(λ∆t), is determined by the particular timestepper.

Regarding the eigenvalues resulting from the physics, we return to our original heat equation
(1). The associated continuous eigenvalue problem is

Lũ(x) = λ̃ũ(x), ũ(0) = ũ(1) = 0, (22)

where

Lũ(x) := −ν d
2ũ

dx2
. (23)

The solutions to (22) are ũ = sin kπx and the eigenvalues are λ̃k = −νk2π2.

The discrete counterpart to (22) is

Lu = λu, L := −νA. (24)



Remarkably, the eigenvectors for the finite difference (and linear finite element) method with uni-
form grid spacing are the same as their continuous counterparts. That is, they are sine functions
with wavenumber k. If we denote the kth eigenvector of L by zk, then its jth component is

(zk)j = sin kπxj , xj = j∆x = j/(m+ 1). (25)

To find the associated eigenvalues, we apply L to zk. Let u = zk and w = Lu. Then

wj = ν
uj+1 − 2uj + uj−1

∆x2
(26)

=
ν

∆x2
[sin(kπxj+1)− 2 sin(kπxj) + sin(kπxj−1)] .

At this point, we invoke a trigonometric identity,

sin(a+ b) + sin(a− b) = 2 sin(a) cos(b), (27)

and note that xj±1 = xj ±∆x. Using these two results (26) becomes,

wj =
ν

∆x2
[2 sin(kπxj) cos(kπ∆x)− 2 sin(kπxj)] (28)

= − 2ν

∆x2
[1− cos(kπ∆x)] sin(kπxj)

= − 2ν

∆x2
[1− cos(kπ∆x)]uj

= λk uj .

We have thus established that the eigenvalues of L for the heat equation are

λk = − 2ν

∆x2
[1− cos(kπ∆x)] . (29)

Like their continuous counterpart, they are all negative, which implies that all modes should decay.
We are typically interested in the extreme ends of the spectrum, that is, the smallest and largest
(in magnitude) eigenvalues. For small values of k∆x, we have λk = λ̃k +O(k2∆x2) as can be seen
from a Taylor series expansion for (29).

λk = − 2ν

∆x2

[
1−

(
1− 1

2!
k2π2∆x2 +

1

4!
k4π4∆x4 + h.o.t.

)]
(30)

= −νk2π2

(
1− 1

12
π2(k∆x)2 + h.o.t.

)
.

The smaller eigenvalues (k small) are quite close to their physical counterparts, −νk2π2. On the
other hand, as k −→ m, we have from (29) λk −→ −4ν/∆x2 = −4ν(m+ 1)2 and λ̃k −→ −νπ2m2.
The ratio λ̃m/λm is thus approximately π2/4.

In summary, for low wavenumbers k, we have λk ∼ λ̃k = −νk2π2. For large wavenumbers,
we have λk ∼ −4ν/∆x2. It is the larger wavenumbers that give rise to instabilities with explicit
timesteppers such as Euler forward. Specifically, a sufficient condition for stability for EF is

1 > |1 + λ∆t|

>

∣∣∣∣1− ν 4∆t

∆x2

∣∣∣∣ ,
which implies (for EF),

2ν∆t

∆x2
< 1,

or

∆t <
∆x2

2ν
.



1.3 Implicit Methods

We can see that a drawback in using explicit timestepping for the heat equation is that, as we refine
the mesh, the number of gridpoints (and work per step) scales as m, but the number of timesteps
scales like 1/∆t = 2ν/∆x2 ∼ 2νm2, so the total work is cubic in m (for the 1D case), which is
generally too costly to be of interest. Moreover, in the case of the heat equation, the modes that
are forcing the use of a small timestep are generally uninteresting; they are the high-frequency
(under-resolved on the grid) modes that very rapidly decay. This situation can be remedied by
using implicit methods, in which terms on the right-hand side of the evolution equation (3) are
evaluated at the new time, tn. Once again, we use a first-order Euler method to illustrate the basic
principles. Here, the implicit analog to (17)–(18) is the Euler backward (EB) method,

du

dt

∣∣∣∣
tn

=
un − un−1

∆t
+O(∆t) = Lun. (31)

Dropping the O(∆t) residual and rearranging, one obtains the EB update,

(I −∆tL)un = un−1. (32)

EB requires solving a system at each timestep, which requires either matrix factorization or the
use of iterative methods. In higher space dimensions, iterative methods with O(m) or O(m logm)
computational complexity can be realized through the use of multigrid preconditioning combined
with Krylov subspace projection schemes such at conjugate gradient iteration. In any case, the work
per step for an implicit scheme is generally greater than that for an explicit scheme but, as we now
show, the reward is avoidance of an unduly small timestep resulting from stability considerations.

Determination of Stability for EB

Our stability analysis starts with EB applied to the scalar model problem (20),

(1−∆tλ)un = un−1, (33)

from which

un =
1

1− λ∆t
un−1 = γ un−1. (34)

Here, the growth factor γ := (1 − λ∆t)−1 is a rational polynomial in λ∆t. We will have |γ| < 1
for all points in the λ∆t-plane that are outside the disk of radius 1 that is centered at (1, 0i). For
the heat equation, all eigenvalues of L are on the negative real axis and the denominator in (34) is
thus > 1, which implies that Euler backward for this problem is stable.

1.4 Higher-Order Timesteppers

EF and EB are first-order one-step methods. For the scalar model problem (20) we have

EF: un = (1 + λ∆t)un−1, (35)

EB: un =
1

1− λ∆t
un−1.

Both EF and EB yield function updates of the form un = γun−1, where γ is either a polynomial or
a rational polynomial in λ∆t. We note that the exact solution can also be cast in this form

ũn = eλ∆tũn−1 (36)

=

(
1 + λ∆t+

(λ∆t)2

2!
+

(λ∆t)3

3!
+ . . .

)
ũn−1.
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Figure 3: Time points for u(t) and γ(t) used in BDFk timestepping.

We can see that there is an O(∆t2) discrepancy between (35) and (36), which we refer to as the local
truncation error (LTE). The LTE indicates the magnitude in the error as we move from tn−1 to tn,
for n=1,2,. . . . If T is the desired final time for integration of (20) and we require nfinal = T/∆t
steps to reach that point, then we accumulate the LTE on each step, such that our final error is

GTE = nfinalLTE (37)

= nfinalO(∆t2)

= O(nfinal∆t
2)

= O(∆tT )

= O(∆t)T.

We refer to GTE as the global truncation error. It is the error in the final result at time T . Note
that, if we reduce ∆t, we must increase nfinal = T/∆t so that we compare errors at the same final
time T . Invariably, LTE = ∆tGTE. Moreover, GTE scales as T . Longer time integration thus
implies a need for a smaller truncation error. In the case of EB and EF the GTE is O(∆t), that is,
the methods are first order in time. We would expect therefore that reducing ∆t by a factor of 2
(and doubling the number of timesteps) would reduce the temporal error at time T by a factor of
2.

To generate higher-order methods one has several choices. Here, we consider backward-difference
formulae of order k (BDFk). These methods offer flexibility in terms of order and stability. Al-
though classic BDFk is implicit, we show how they can be combined with extrapolation to develop
explicit or even semi-implicit methods.

The idea behind BDFk is to approximate du
dt at time the current timestep, tn, with a finite

difference formula based on the unknown value, un, and known past values un−1, un−2, . . . , un−k.
One way to generate the finite difference formula is to fit an interpolating polynomial of degree
k through the solution u(t) at time points tn, tn−1, . . . , tn−k and evaluate the derivative of this
polynomial at the current timestep level, tn. The situation is as pictured in Fig. 3. For uniform



∆t, the formulas for k = 1, 2, and 3 are

BDF1: ∂u
∂t

∣∣
tn

=
un − un−1

∆t
+ O(∆t) (38)

BDF2: ∂u
∂t

∣∣
tn

=
3un − 4un−1 + un−2

2∆t
+ O(∆t2) (39)

BDF3: ∂u
∂t

∣∣
tn

=
11un − 18un−1 + 9un−2 − 2un−3

6∆t
+ O(∆t3). (40)

The right hand side of the ODE can either be evaluated directly at time tn, in which case the
method is implicit, or by using kth-order extrapolation.

To illustrate the procedure, we consider the case k=2 using the model problem

du

dt
= g(u, t) + f(u, t). (41)

To begin, evaluate each term at time tn,

du

dt

∣∣∣∣
tn

= g(u, t)|tn + f(u, t)|tn . (42)

and choose a method of approximation for each. For the time derivative, we use the BDF2 for-
mula (39). If g is nonlinear and governing relatively slowly evolving behavior, it might be most
conveniently evaluated explicitly using 2nd-order extrapolation. Conversely, if f is governing fast
behavior, one might need to treat it implicitly. Such an approach gives rise to the following semi-
implict scheme,

3un − 4un−1 + un−2

2∆t
+O(∆t2) =

(
2gn−1 − gn−2 +O(∆t2)

)
+ f(un, tn), (43)

which is equivalent to (41) because the (global) truncation errors are included. Dropping the these
error terms and rearranging yields the semi-implicit BDF/EXT2 update:

3

2
un −∆tf(un, tn) =

1

2

(
4un−1 − un−2

)
+ ∆t

(
2gn−1 − gn−2

)
. (44)

A common situation where semi-implicit schemes are needed is the convection-diffusion equa-
tion,

∂u

∂t
+ c

∂u

∂x
= ν

∂2u

∂x2
, (45)

which, when equipped with appropriate initial conditions and boundary conditions takes the form

du

dt
= −cDu − νAu, u(t = 0) = u0. (46)

Here, we assume a spatial discretization based on, say, one dimensional finite difference approxima-
tions for which the diffusive eigenvalues scale like −ν/∆x2. As we shall see shortly, we can expect
that the convective term has eigenvalues scaling as ı̂c/∆x. In the limit ∆x −→ 0 it is clear that
the diffusive processes are very fast and best treated implicitly for stability. If we use second-order
extrapolation for convection, we have the following semi-implicit scheme(

3

2
I + ν∆tA

)
un =

1

2

(
4un−1 − un−2

)
− ∆t

(
2Cun−1 − Cun−2

)
. (47)



The amount of work to advance the higher order implicit timesteppers is roughly the same as
that for EB. One important difference, however, is that BDFk and BDF/EXTk require previously
known solutions that are not available at time t0. A common approach to starting kth-order
multistep methods of this type is to bootstrap the solution using order l, l = 1, . . . , k − 1 for steps
1 through k − 1, and a kth-order method from that point on. Such an approach is feasible if one
does not care about the initial conditions (e.g., as is the case with turbulent flows, where initial
conditions are invariably synthetic). However, if the final trajectory is strongly dependent on the
initial conditions then a higher-order approach must be used for the first few steps. Richardson
extrapolation would be an excellent candidate in this respect. We describe such an approach in
the next section but set it in a more general context because of the great utility of Richardson’s
method. Before embarking on that topic, we finish off BDFk and BDF/EXTk with a discussion of
their stability properties.

1.4.1 Stability of BDFk and BDF/EXTk

As before, to study the stability of the timesteppers we consider their application to the model
problem ut = λu. We begin with BDF2, which has the implicit update

3un − 4un−1 + un−2

2∆t
= λun. (48)

Rearranging we have

un =
2

3− 2λ∆t

(
4un−1 − un−2

)
(49)

= γun−1.

Unlike the one-step EF and EB methods, it is not immediately transparent from (49) how the grow
factor γ relates to the discretization parameter λ∆t. Fortunately, for linear homogeneous difference
equations of the form (48) one can assume a characteristic solution of the form

un = γun−1, (50)

just as one seeks solutions of the form u = est in the case of homogeneous ODEs with constant
coefficients. γ will in general be complex. For neutral stability, we are interested in the values of
λ∆t such that |γ| ≡ 1, which will be satisfied by γ = eiθ for i :=

√
−1.

Starting with (48) and solving for λ∆t, we have

λ∆t =
3un − 4un−1 + un−2

2un
. (51)

With un = γun−1 = γnu0, we have

λ∆t =
3γn − 4γn−1 + γn−2

2γn
(52)

=
3− 4γ−1 + γ−2

2

=
3− 4e−iθ + e−2iθ

2
,

where we consider θ ∈ [0, 2π]. The corresponding stability curves for BDF1 (EB) and BDF3 are,
respectively,

λ∆t|
BDF1

= 1− e−iθ, (53)

λ∆t|
BDF3

=
11− 18e−iθ + 9e−2iθ − 2e−3iθ

6
.



The BDFk neutral-stability curves are shown in Fig. 4 (left), followed by the generating matlab
code that implements (53). BDF1 is seen to be the mirror of the EF stability curve, crossing the
positive Re(λ∆t) curve at +2. The unstable region grows with increasing order k and, for the
third-order case, is seen to actually cross into the negative half of the λ∆t plane, indicating that
BDF3 would not be a good choice for a system possessing imaginary eigenvalues.
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Figure 4: Stability regions for (left) BDFk and (right) BDF/EXTk, k=1,2, and 3.

i=sqrt(-1.); th=0:1000; th=2*pi*th’/1000;

em1=exp(-1*i*th); em2=exp(-2*i*th); em3=exp(-3*i*th); e0=1. + 0*em1;

ep1=exp( 1*i*th); ep2=exp( 2*i*th); ep3=exp( 3*i*th);

hold off

xm=-1.4;xM=7.4;ym=-4.4;yM=4.4;xa=[xm xM];y0=0*xa;ya=[ym yM];x0=0*ya;

plot(xa,y0,’k-’,x0,ya,’k-’); axis equal; axis([xm xM ym yM]); hold on;

bdf1=(1-1*em1)/1; plot(bdf1,’g-’);

bdf2=(3-4*em1+em2)/2; plot(bdf2,’r-’);

bdf3=(11-18*em1+9*em2-2*em3)/6; plot(bdf3,’b-’);

text( 1.65,0.98,’k=1’,’FontSize’,18);

text( 3.25,1.97,’2’,’FontSize’,18); text( 4.63,3.13,’3’,’FontSize’,18);

text(-1.09,4.03,’Im \lambda \Deltat’,’FontSize’,18);

text( 5.60,0.40,’Re \lambda \Deltat’,’FontSize’,18);

title(’BDFk Neutral Stability Curve’,’FontSize’,18);print -depsc bdfk.eps

hold off

xm=-2.4;xM=0.4;ym=-1.4;yM=1.4;xa=[xm xM];y0=0*xa;ya=[ym yM];x0=0*ya;

plot(xa,y0,’k-’,x0,ya,’k-’); axis equal; axis([xm xM ym yM]); hold on;

bdfext1= bdf1./(em1); plot(bdfext1,’g-’);

bdfext2= bdf2./(2*em1-em2); plot(bdfext2,’r-’);

bdfext3= bdf3./(3*em1-3*em2+em3); plot(bdfext3,’b-’);

title(’BDF/EXtk Neutral Stability Curve’,’FontSize’,18);

text(-1.65,0.98,’k=1’,’FontSize’,18);

text(-1.10,0.72,’2’,’FontSize’,18); text(-0.83,0.53,’3’,’FontSize’,18);

text(-0.49,1.23,’Im \lambda \Deltat’,’FontSize’,18);

text( 0.08,0.10,’Re \lambda \Deltat’,’FontSize’,18);

print -depsc bdfextk.eps



Stability for BDF with explicit extrapolation, BDF/EXTk is established as for standard BDFk.
We illustrate the procedure for k=2 starting with ut = λu,

3un − 4un−1 + un−2

2∆t
= λ

(
2un−1 − un−2

)
. (54)

Solving for λ∆t and substituting un = γnu0 we have

λ∆t =
3γn − 4γn−1 + γn−2

2(2γn−1 − γn−2)
(55)

=
3− 4γ−1 + γ−2

4γ−1 − 2γ−2

=
3− 4e−iθ + e−2iθ

4e−iθ − 2e−2iθ
.

Similar formulae result for k=1 and 3 and the results are plotted in Fig. 4 (right).

Remark 1. We note that BDF/EXT1 corresponds to Euler Forward.

Remark 1. The BDF/EXT3 stability region encompasses part of the imaginary axis in the λ∆t
plane, which makes it attractive for systems, such as convection, that have purely or predominantly
imaginary eigenvalues. Generally speaking, explicit schemes (Adams-Bashforth, Runge-Kutta, etc.)
are required to be 3rd-order or higher to have this property.

Richardson Extrapolation

The basic idea behind Richardson extrapolation is to eliminate the leading-order truncation error
in any given approximation by combining approximations computed at two different scales. Let ũ
be an exact value that one is trying to compute and let uh denote a kth-order approximation to ũ.
Specifically,

uh = ũ + O(hk), (56)

= ũ + ckh
k + O(hl), l > k,

where ck is an constant that is independent of h. (This is the precise meaning of O(hk)). It is
possible to eliminate the leading-order hk term without knowing ck by evaluating (56) at another
value of the discretization parameter, say, 2h. (The choice h/2 is also common.) From (56) we
have,

u2h = ũ + ck(2h)k + O(hl) (57)

= ũ + ck2
khk + O(hl).

Taking 2k times (56) minus (59) yields

2kuh − u2h = (2k − 1)ũ + O(hl). (58)

Rescaling by (2k − 1)−1 gives a a new expression for ũ that is O(hl) accurate,

2kuh − u2h

2k − 1
= ũ + O(hl), (59)

If the order of the next largest error term is known Richardson iteration can be repeated by
evaluating the above expression for, say, (h, 2h) and (2h, 4h) to eliminate the O(hl) term. Again,



we do not need to know cl nor how the coefficient in front of hl is modified by prior extrapolation
steps.

We illustrate the procedure by considering numerical integration of sinπx on [0, 1] using the
trapezoidal rule with m+ 1 points, m = 2, 4, 8, and 16. We take h = 1/m. The following matlab
code implements two rounds of Richardson, successively eliminating the O(h2) and O(h4) error
terms to give a final convergence rate of O(h6).

%% Richardson extrapolation applied to I := \int sin(pi x) dx

exact = 2/pi; km=4;

E1=zeros(1,km); E2=zeros(1,km-1); E3=zeros(1,km-2);

for k=1:km; m=2^k;

x=pi*(1:(m-1))’/m; y=sin(x);

I(k)=sum(y)/m; % I(k) is trapezoidal rule

E1(k)=exact-I(k); % and is O(h^2) accurate

end;

for j=1:km-1;

I2(j)=(4*I(j+1)-I(j))/3; % I2 is first round of Richardson

E2(j)=exact-I2(j); % Should be O(h^4)

end;

for j=1:km-2;

I3(j)=(16*I2(j+1)-I2(j))/15; % I3 is second round of Richardson

E3(j)=exact-I3(j); % Should be O(h^6)

end;

format shorte

I1

I2

I3

E1

E2

E3

The results of this code are shown below.

h = 0.5 0.25 0.125 0.0625

-------------------------------------------------------

I = 5.0000e-01 6.0355e-01 6.2842e-01 6.3457e-01

I2 = 6.3807e-01 6.3671e-01 6.3663e-01

I3 = 6.3661e-01 6.3662e-01

-------------------------------------------------------

E1 = 1.3662e-01 3.3066e-02 8.2023e-03 2.0466e-03

E2 = -1.4514e-03 -8.5679e-05 -5.2811e-06

E3 = 5.3696e-06 7.8796e-08

One can clearly see that the error for unextrapolated trapezoidal rule is scaling as O(h2)—a factor
of four reduction with each two-fold reduction in h. The error in the final row is seen to be reduced
by approximately 26 = 64 with a two-fold reduction in h.



A crucial point in the application of Richardson extrapolation is that we do not necessarily
reformulate the integration rule. Rather, we use the same rule (and thus, same code) with different
values of the discretization parameter h. We then take a combination of the outputs (here, the I’s)
from the integrator to yield an improved estimate of the integral.


